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Abstract

Randomized controlled trials (RCTs) are the gold
standard for estimating heterogeneous treatment ef-
fects, yet they are often underpowered for detecting
effect heterogeneity. Large observational studies
(OS) can supplement RCTs for conditional aver-
age treatment effect (CATE) estimation, but a key
barrier is covariate mismatch: the two sources mea-
sure different, only partially overlapping, covari-
ates. We propose CALM (Calibrated ALignment
under covariate Mismatch), which bypasses im-
putation by learning embeddings that map each
source’s features into a common representation
space. OS outcome models are transferred to the
RCT embedding space and calibrated using trial
data, preserving causal identification from random-
ization. Finite-sample risk bounds decompose into
alignment error, outcome-model complexity, and
calibration complexity terms, identifying when em-
bedding alignment outperforms imputation. Under
the calibration-based linear variant, the framework
provides protection against negative transfer; the
neural variant can be vulnerable under severe dis-
tributional shift. Under sparse linear models, the
embedding approach strictly generalizes imputa-
tion. Simulations across 51 settings confirm that
(i) calibration-based methods are equivalent for lin-
ear CATEs, and (ii) the neural embedding variant
wins all 22 nonlinear-regime settings with large
margins.

1 INTRODUCTION
Heterogeneous treatment effects (HTEs) are central to pre-
cision medicine: understanding how individual patient char-
acteristics modulate treatment response enables clinicians
to tailor interventions for maximal benefit [Kosorok and
Laber, 2019]. Randomized controlled trials remain the gold
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standard for causal inference, providing unconfounded treat-
ment comparisons that support consistent estimation of the
conditional average treatment effect,

τ r(x) = E
[
Y (1)− Y (−1) | X = x, S = r

]
,

where Y (a) denotes the potential outcome under treatment
a ∈ {−1, 1} and S = r indicates the RCT population.
In practice, however, most RCTs are powered for average
effects rather than the fine-grained heterogeneity that guides
individualized decisions [Wang et al., 2007, Kent et al.,
2020]. At the same time, large-scale observational studies—
electronic health records (EHRs), registries, and insurance
claims—provide rich covariates and massive sample sizes,
but are vulnerable to confounding.
This asymmetry motivates the integration of OS data to im-
prove the precision of within-trial CATE estimation. Asiaee
et al. [2023] formalize this O → R direction by introducing
the counterfactual mean outcome (CMO) as the variance-
minimizing augmentation function for pseudo-outcome re-
gression, and propose R-OSCAR, a two-stage calibration
procedure that learns outcome models from the OS, cali-
brates them to the RCT, and uses the calibrated predictions
as an augmentation function. The key structural insight is
that the OS enters only through the quality of the CMO esti-
mate: better CMO estimation reduces both the irreducible
variance and the estimation error of the CATE, while the
causal identification remains anchored entirely in the ran-
domized contrast.

The covariate mismatch barrier.A major obstacle to RCT–
OS integration is that the covariates collected in trials and
observational sources rarely align—a problem we call co-
variate mismatch. The RCT may contain behavioral or
survey-based variables absent from the OS, while the OS
may contain laboratory or utilization features not recorded
in the trial [Rässler, 2002]. This differs fundamentally from
covariate shift [Sugiyama and Kawanabe, 2012], where the
same variables are observed but follow different distribu-
tions. Under mismatch, the outcome models trained on OS
features cannot be directly evaluated on RCT units, breaking
the core transfer step in data-borrowing methods. Indeed,
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Colnet et al. [2022] show that imputing covariates that were
never measured in the trial cannot recover the required iden-
tification, even under perfectly specified linear models. (This
identification limitation concerns transportability when key
effect modifiers are absent from the trial; our use of im-
putation in MR-OSCAR serves only as augmentation for
variance reduction, with causal identification anchored in
RCT randomization.)
Partitioning covariates into shared (Z ∈ Rpz ), RCT-only
(U ∈ Rpu), and OS-only (V ∈ Rpv ) blocks (formalized
in Section 3), a natural approach is to address covariate
mismatch within the R-OSCAR framework by learning an
imputation function ĝ : Rpz → Rpv that predicts V from
Z in the OS, and then using ĝ to fill in the structurally miss-
ing V block in the RCT. We call this the mismatch-aware
extension, MR-OSCAR [Pal et al., 2026], which inherits
R-OSCAR’s calibration-based negative-transfer protection
and comes with finite-sample risk bounds that include an
explicit imputation error term L2r2im, where L is a Lips-
chitz constant and r2im is the oracle imputation risk (see
Section 3.3).

Imputation is a harder problem than needed.The imputa-
tion approach requires reconstructing the entire V vector in
the RCT—a potentially high-dimensional regression prob-
lem whose difficulty scales with pv and the complexity of
P (V | Z). Yet, for the purpose of CATE estimation, all
that is needed is a representation that is sufficient for (i) pre-
dicting outcomes and (ii) estimating discrepancy functions.
When the outcome-relevant information in V lies on a low-
dimensional manifold, the imputation approach pays an
unnecessarily high price by attempting to recover the full V
rather than its outcome-relevant projection.

Our contribution: embedding alignment.In this paper,
we propose CALM, which replaces imputation with rep-
resentation alignment. Instead of reconstructing missing
covariates, we learn embedding functions ϕo : Rpo → Rd

and ϕr : Rpr → Rd that map the heterogeneous feature
spaces into a common d-dimensional representation space
H. Outcome models are trained in the OS embedding space
and then transferred to the RCT embedding space, where
they are calibrated and used for CATE estimation following
the double-calibration pipeline of R-OSCAR. Crucially, OS
data only inform the pseudo-outcome used to reduce vari-
ance of the CATE estimate (see Figure 1 for an overview);
causal identification rests entirely on randomization within
the trial and remains intact.
Our contributions are:

1. Embedding-alignment framework. We introduce
CALM, which integrates representation learning into
the R-OSCAR calibration pipeline, replacing imputa-
tion with learned embeddings. The framework inherits
double-calibration-based negative-transfer protection.

2. Finite-sample risk bounds. We derive non-asymptotic
bounds that decompose into alignment error and

outcome-model, calibration, and CATE-class complex-
ity terms, making explicit when embedding outper-
forms imputation. Under linear Gaussian models, CALM
strictly generalizes imputation-based approaches.

3. Extensive experiments. Linear and neural-network in-
stantiations are validated across 51 simulation settings
and an IHDP semi-synthetic benchmark.

2 RELATED WORK
CATE estimation uses meta-learners [Künzel et al., 2019,
Kennedy, 2023, Nie and Wager, 2021], causal forests [Athey
et al., 2019], Bayesian methods [Hahn et al., 2020], and
representation-learning approaches [Johansson et al., 2016,
Shalit et al., 2017, Yao et al., 2018, Shi et al., 2019, Hassan-
pour and Greiner, 2020]. Most RCT–OS integration work
targets the R → O (generalizability) direction [Colnet et al.,
2024, Degtiar and Rose, 2023, Dahabreh et al., 2020]; in
the O → R direction, Cheng and Cai [2021] adaptively
weight CATE estimates from both sources, Oberst et al.
[2022] study optimal biased–unbiased combinations, Karls-
son et al. [2025] provide worst-case guarantees, and the
R-OSCAR framework of Asiaee et al. [2023] introduces
a double-calibration procedure with non-asymptotic risk
bounds; we extend it to the covariate-mismatch setting via
two baselines (MR-OSCAR, SR-OSCAR) formalized in Sec-
tion 3.3 and our main contribution CALM, which replaces
imputation with representation alignment. In heterogeneous
transfer learning, standard domain-adaptation methods [Ben-
David et al., 2010, Ganin et al., 2016, Long et al., 2015, Pan
and Yang, 2010, Weiss et al., 2016] assume shared features;
cross-domain approaches use CCA variants [Hardoon et al.,
2004, Andrew et al., 2013] or shared-private encoders [Bous-
malis et al., 2016], and in the causal setting Bica and van der
Schaar [2022] propose HTCE-learners, which require un-
confoundedness in both domains, lack calibration-based
negative-transfer protection, and provide no finite-sample
guarantees. Sufficient dimension reduction [Cook, 2007, Li,
2018, Ma and Zhu, 2012, Ghosh et al., 2021] also targets
outcome-relevant projections but does not address cross-
dataset covariate mismatch. Bayesian borrowing via power
priors [Ibrahim and Chen, 2000] and commensurate priors
[Hobbs et al., 2011] discounts external data through a power
parameter; our framework instead operates in a frequentist
setting with calibration-based correction. Negative transfer
is a well-documented risk [Rosenstein et al., 2005]; recent
causal-inference work addresses it through optimal estima-
tor combinations [Oberst et al., 2022], worst-case guarantees
[Karlsson et al., 2025], and calibration [Asiaee et al., 2023],
which CALM inherits, adding representation alignment.

3 PROBLEM SETUP AND BACKGROUND
3.1 NOTATION AND DATA STRUCTURE

We consider two data sources: a randomized controlled trial
(S = r) and a large observational study (S = o). Let Y
denote the outcome of interest, A ∈ {−1, 1} the binary



treatment indicator, and Y (a) the potential outcome under
treatment a. We assume consistency: Y = Y (A).
Each source observes a different subset of baseline co-
variates: the RCT records Xr and the OS records Xo.
We denote the covariates measured in both sources by
Z ∈ Rpz (the shared block), those exclusive to the RCT
by U := Xr \Z ∈ Rpu , and those exclusive to the OS
by V := Xo \Z ∈ Rpv , so that Xr = (U ,Z) ∈ Rpr

and Xo = (Z,V ) ∈ Rpo , where pr = pu + pz and
po = pz + pv. We write X = (U ,Z,V ) ∈ Rp with
p = pu + pz + pv for the complete covariate vector, and
use lowercase xr = (u,z), xo = (z,v) for generic realiza-
tions.
The observed data are

{
(Xr

i , Ai, Yi)
}nr

i=1
from the RCT

and
{
(Xo

j , Aj , Yj)
}no

j=1
from the OS, with nr ≪ no in the

typical regime of interest. Let nsa denote the number of units
in arm a under source s.
For each source s ∈ {r, o} and arm a ∈ {−1, 1}, define the
arm-specific conditional mean outcome

µs
a(x) = E

[
Y | X=x, A=a, S=s

]
,

and the RCT propensity score πr
a(x

r) = P(A = a | Xr =
xr, S = r).
Our inferential target is the CATE in the RCT population,
marginalized over the unobserved V :

τr(xr) = E
[
Y (1)− Y (−1) | Xr = xr, S = r

]
. (1)

3.2 THE CMO-AUGMENTED PSEUDO-OUTCOME
FRAMEWORK

Following Asiaee et al. [2023], we construct pseudo-
outcomes using an augmentation function m : Rpr → R:

τm(Xr, A, Y ) =
A
(
Y −m(Xr)

)
πr
A(X

r)
. (2)

Under the standard RCT identification assumptions
(SUTVA, ignorability, positivity), E[τm | Xr, S = r] =
τ r(Xr) for any m, so the pseudo-outcome is unbiased for
the CATE. The CATE is then estimated by minimizing the
empirical squared loss:

τ̂ r ∈ argmin
f∈F

1

nr

∑
i:Si=r

(
τm(Xr

i , Ai, Yi)−f(Xr
i )

)2
. (3)

The central result of Asiaee et al. [2023] is that the variance
of τm (and hence the efficiency of the CATE estimator) is
minimized when m equals the counterfactual mean out-
come:

µ̃r(xr) = E
[∑

a π
r
−a(x

r)µr
a(X)

∣∣∣ Xr = xr, S = r
]
.

(4)

The quality of the augmentation function directly governs
the CATE estimation risk. Specifically, the prediction risk
decomposes as [Asiaee et al., 2023]:

Rm(τ̂) = EXr

[
Var(τm | Xr)

]︸ ︷︷ ︸
irreducible error

+ ∆2
2(τ̂ , τ

r)︸ ︷︷ ︸
CATE estimation error

, (5)

where ∆2
2(f, g) = E[(f(Xr) − g(Xr))2 | S = r]. Both

terms are controlled by ∆2
2(m, µ̃

r), the accuracy of the
CMO estimate: the irreducible error satisfies E[Var(τm |
Xr)] − E[Var(τµ̃r | Xr)] ≍ ∆2

2(m, µ̃
r), and the estima-

tion error bound scales multiplicatively with 1+∆2(m, µ̃
r)

times the Rademacher complexity Rnr (F) of the CATE
function class.
This motivates borrowing from the OS to obtain a better
estimate of the CMO.

3.3 THE R-OSCAR PIPELINE AND
IMPUTATION-BASED BASELINES

We first review the R-OSCAR pipeline [Asiaee et al., 2023]
and then introduce two natural baselines for extending it to
the covariate mismatch setting.

R-OSCAR without covariate mismatch.When there is no
covariate mismatch (i.e., pu = pv = 0), the R-OSCAR
pipeline operates as follows:

1. OS outcome model: For each arm a, learn µ̂o
a(x) from

OS data.

2. Outcome calibration: Estimate a discrepancy function
δ̂ta(x) from RCT data so that µ̂o

a(x) + δ̂ta(x) ≈ µr
a(x).

The calibrated CMO is m̂(x) =
∑

a π
r
−a(x)[µ̂

o
a(x) +

δ̂ta(x)].

3. CATE calibration: Using m̂ as the augmentation func-
tion, form pseudo-outcomes and estimate a CATE cor-
rection δ̂(x), yielding τ̂R-OSCAR(x) =

∑
a a[µ̂

o
a(x) +

δ̂ta(x)] + δ̂(x).

The two-stage design decouples nuisance estimation from
CATE estimation: misspecification in outcome models af-
fects only the augmentation quality (variance), while CATE
consistency depends only on correct specification of the
CATE discrepancy δ̂.
Under covariate mismatch, Pal et al. [2026] propose an
imputation-based extension, MR-OSCAR, which adds a
preliminary step: learn ĝ : Rpz → Rpv in the OS, set V̂i =
ĝ(Zi) for RCT units, and then run R-OSCAR using (Xr, V̂ )
in the RCT. An even simpler baseline, SR-OSCAR [Pal et al.,
2026], forgoes imputation entirely and applies R-OSCAR
using only the shared covariates Z. The finite-sample risk
bound for MR-OSCAR [Pal et al., 2026] is:

∆2
2(τ̂MR-OSCAR, τ

r) ≲ ∆2
2(F , τ r) + L2r2im +R2

nr (F)

(6)

+
∑
a

(
R2

no(Mo,im
a ) +R2

nr (Dim
a )

)
+R2

no(G),

where r2im = E[∥V − g∗(Z)∥2 | S = o] is the oracle impu-
tation risk and L is the Lipschitz constant of the outcome
models in V .
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Xo=
(

Z , V
)

Y o

RCT

nr ≪no

Xr =
(

U , Z
)

Y r

ϕo

ϕr

H ∈ Rd

Ho

Hr

Lalign

µ̂cala

µ̂o
a

δa

+

Y o

Y r

ψ̂a

Xr Y r

frozen (After Stage 1) trainable (At Stage 2)

Figure 1: How OS data inform pseudo-outcome construction in
CALM. OS and RCT data pass through source-specific encoders
ϕo (frozen after Stage 1) and ϕr (trainable at Stage 2) into a
shared embedding space H ∈ Rd. The calibrated outcome model
µ̂r
a = µ̂o

a + δta combines the frozen OS outcome head with a
learnable shift. Pseudo-outcomes ψ̂r

a are then constructed from
these calibrated predictions together with the RCT covariates and
outcomes. The calibrated model µ̂r

a is also used in the subsequent
CATE calibration stage (Stage 4 of Algorithm 1).

4 CALM: EMBEDDING-ALIGNED CATE
ESTIMATION

We now present CALM, our framework for addressing co-
variate mismatch through representation alignment rather
than imputation.

4.1 CORE IDEA: FROM IMPUTATION TO
ALIGNMENT

The key observation is that the R-OSCAR pipeline requires
not the raw covariates but rather a common representation
in which (i) outcome models can be meaningfully evaluated
for both OS and RCT units, and (ii) discrepancy functions
can be estimated. Imputation achieves this by reconstructing
the missing V block, but this is an intermediate step that
solves a harder problem than necessary.
CALM instead learns embedding functions ϕo : Rpo → Rd

(OS encoder) and ϕr : Rpr → Rd (RCT encoder) that map
each source’s full feature vector into a shared d-dimensional
space H. The OS outcome model is trained on the OS em-
beddings µ̂o

a(ϕ
o(Xo)) and then evaluated on the RCT em-

beddings µ̂o
a(ϕ

r(Xr)) during calibration. If units with sim-
ilar Z produce similar embeddings, the OS outcome model
provides a useful initial prediction when applied to RCT
embeddings, and the calibration step corrects for residual
discrepancy.

4.2 ASSUMPTIONS

We maintain the standard causal identification assumption
for the RCT.

Assumption 1 (Internal validity of the RCT). SUTVA holds;
(Y (1), Y (−1)) ⊥⊥ A | (Xr, S = r); and there exists ρ > 0
such that ρ ≤ πr

a(X
r) ≤ 1− ρ almost surely for each a.

Rather than requiring full distributional transportability of
V | Z as in MR-OSCAR, we introduce an embedding-level
assumption.

Assumption 2 (Outcome-sufficient embedding). For fixed
encoders ϕo and ϕr, the per-arm outcome means in each

source are well-approximated by functions of the embed-
dings: there exist functions µ̃s

a : Rd → R in function class
Ms

a such that

E
[(
µs
a(X

s)− µ̃s
a(ϕ

s(Xs))
)2 | S = s

]
≤ ϵ2suff ,

for s ∈ {o, r} and arm a, where ϵ2suff is the sufficiency gap.

This is weaker than requiring the embedding to be a suffi-
cient statistic for the outcome: we allow an approximation
error ϵ2suff that vanishes as d grows.

Assumption 3 (Outcome shift in embedding space). For
each arm a, there exists a discrepancy function δa : Rd → R
in a function class Da of controlled complexity such that

µ̃r
a(h) = µ̃o

a(h) + δa(h),

where µ̃s
a are the population-level outcome functions oper-

ating on the embedding h ∈ Rd.

This is the direct analogue of the outcome-shift assumption
in the original R-OSCAR framework [Asiaee et al., 2023],
but stated in the embedding space rather than the covariate
space. It allows outcome means and CATEs to differ arbi-
trarily between the RCT and OS; the discrepancy is modeled
and estimated from RCT data.

Assumption 4 (Alignment quality). The alignment error be-
tween the two encoders, measured on the RCT distribution,
is bounded:

r2ϕ := E
[∥∥ϕo(Xo,∗)− ϕr(Xr)

∥∥2 ∣∣∣ S = r
]
<∞,

where Xo,∗ = (Z,V ∗) with V ∗ denoting the (unobserved)
value that V would take for an RCT unit. Furthermore, the
outcome model µ̃o

a is Lµ-Lipschitz in its argument and the
discrepancy δa is Lδ-Lipschitz.

In practice, r2ϕ is not directly computable since V is un-
observed in the RCT. Instead, it is controlled indirectly
through the alignment objective used during training (see
Section 4.4). The Lipschitz conditions ensure that small
alignment errors translate to small prediction errors.

4.3 THE CALM ALGORITHM

The CALM procedure consists of four stages.

Stage 1: OS outcome model in embedding space.Train the
OS encoder ϕo and per-arm outcome heads µ̂o

a : Rd → R
jointly on OS data:

(ϕ̂o, µ̂o
−1, µ̂

o
+1) ∈ argmin

ϕo,µa

∑
a∈{−1,1}

1

noa

×
∑

i:Ai=a,Si=o

(
Yi − µa(ϕ

o(Xo
i ))

)2
+ POS, (7)

where POS is a regularization penalty (e.g., ℓ1, weight decay,
or dropout).

Stage 2: RCT encoder alignment and outcome calibra-
tion.Fix ϕ̂o and µ̂o

a from Stage 1. Learn the RCT encoder



Algorithm 1 CALM: Calibrated Alignment under Covariate
Mismatch
Require: OS data {(Xo

j , Aj , Yj)}n
o

j=1; RCT data
{(Xr

i , Ai, Yi)}n
r

i=1; embedding dimension d; alignment
weight λ.

1: Stage 1: Train OS encoder ϕ̂o and outcome heads µ̂o
a via (7).

2: Stage 2: Learn RCT encoder ϕ̂r and discrepancies δ̂ta via (8).
3: Stage 3: Compute calibrated CMO m̂ via (10); form pseudo-

outcomes ψ̂r
i .

4: Stage 4: Estimate CATE correction δ̂ via (11).
5: return τ̂CALM(x

r) = τ̃(xr) + δ̂(xr)

ϕr and arm-specific discrepancy functions δ̂ta : Rd → R by
minimizing a calibration loss with an alignment penalty:

(ϕ̂r, δ̂ta) ∈ argmin
ϕr,da

∑
a

1

nra

∑
i:Ai=a,Si=r

(
Yi

− µ̂o
a

(
ϕr(Xr

i )
)
− da

(
ϕr(Xr

i )
))2

+ Pcal(da) + λLalign(ϕ̂
o, ϕr). (8)

Here, Pcal controls the complexity of the discrepancy (en-
couraging borrowing from the OS by shrinking da toward
zero), and Lalign is an alignment loss (see Section 4.4).

Stage 3: Calibrated CMO and pseudo-outcome construc-
tion.Compute the calibrated arm-specific predictions and
the calibrated CMO for RCT units:

µ̂cal
a (xr) = µ̂o

a

(
ϕ̂r(xr)

)
+ δ̂ta

(
ϕ̂r(xr)

)
, (9)

m̂(xr) =
∑
a

πr
−a(x

r) µ̂cal
a (xr). (10)

Form pseudo-outcomes ψ̂r
i = Ai(Yi − m̂(Xr

i ))/π
r
Ai
(Xr

i )
for each RCT unit.

Stage 4: CATE correction.The preliminary CATE is
τ̃(xr) =

∑
a a µ̂

cal
a (xr). Estimate a CATE correction

δ̂ : Rpr → R using RCT data:

δ̂ ∈ argmin
d∈D

1

nr

∑
i:Si=r

(
ψ̂r
i−τ̃(Xr

i )−d(Xr
i )
)2
+Pτ (d).

(11)

The final CALM estimator is:

τ̂CALM(x
r) = τ̃(xr) + δ̂(xr). (12)

Note that the CATE calibration (Stage 4) operates on the
original RCT covariates Xr, not on the embedding. This
ensures that the final CATE estimate is interpretable in terms
of the original covariates; causal identification is preserved
by the unbiasedness of the pseudo-outcomes under RCT
randomization (Assumption 1).
The full procedure is summarized in Algorithm 1.

4.4 ALIGNMENT OBJECTIVES

The alignment loss Lalign encourages the two encoders to
produce compatible representations. Since V is unobserved
in the RCT and U in the OS, we cannot directly minimize

∥ϕo(Xo)− ϕr(Xr)∥2 on paired units; instead, alignment
is achieved through the shared covariates Z. We consider
two approaches. Distribution-matching alignment (MMD)
uses the kernel maximum mean discrepancy [Gretton et al.,
2012]:

LMMD =
∥∥∥ 1
no

∑
j∈OS k

(
ϕ̂o(Xo

j ), ·
)

− 1
nr

∑
i∈RCT k

(
ϕr(Xr

i ), ·
)∥∥∥2

Hk

, (13)

which encourages the marginal embedding distributions to
match (see Appendix B for the expanded objective and
additional alignment variants). Z-conditioned contrastive
alignment matches units with similar shared covariates:

Lcontr =
1
nr

∑
i∈RCT

1
|Ni|

∑
j∈Ni

∥∥ϕ̂o(Xo
j )−ϕr(Xr

i )
∥∥2,

(14)

where Ni = {j ∈ OS : ∥Zj −Zi∥ ≤ ε}. Adversarial align-
ment [Ganin et al., 2016] is also applicable (Appendix B).

5 THEORETICAL ANALYSIS
We now derive finite-sample risk bounds for CALM and
compare them to the MR-OSCAR bounds. All proofs are
deferred to Appendix A.

5.1 RISK BOUND FOR CALM

Theorem 1 (Risk bound for CALM). Suppose Assump-
tions 1–4 hold, and all nuisance estimators are obtained
via penalized empirical risk minimizer with sample split-
ting or cross-fitting across stages. Let D be the function
class for the CATE correction in Stage 4 (Algorithm 1), and
let F = {τ̃ + d : d ∈ D} be the induced class for the
final CATE estimator on Xr. Let Mo

a be the class for OS
outcome models on Rd and Da the class for arm-specific
discrepancy on Rd. Then there exists a constant C > 0 such
that, with probability at least 1− γ:

∆2
2(τ̂CALM, τ

r) ≤ ∆2
2(F , τ r) + C

log(1/γ)

nr

+ C

[
ϵ2suff︸︷︷︸
suff.

+(Lµ + Lδ)
2r2ϕ︸ ︷︷ ︸

align.

+
∑

a R
2
no(Mo

a)︸ ︷︷ ︸
OS

+
∑

a R
2
nr (Da)︸ ︷︷ ︸

calib.

+R2
nr (F)︸ ︷︷ ︸
CATE

]
. (15)

Proof sketch. We decompose the augmentation error into
estimation (I), alignment (II), sufficiency (III), and marginal-
ization (IV) terms, bound each using Lipschitz continuity
(Assumption 4) and empirical process arguments, and com-
bine via the CMO calibration framework of Asiaee et al.
[2023]. The full proof is in Appendix A.

5.2 COMPARISON WITH MR-OSCAR AND
SR-OSCAR

Corollary 2 (When CALM improves over MR-OSCAR).
Assume both estimators use function classes of comparable



complexity for calibration [see Pal et al., 2026, for the MR-
OSCAR bound]. Then CALM yields a tighter bound than
MR-OSCAR whenever

ϵ2suff + (Lµ + Lδ)
2r2ϕ +

∑
a R

2
no(Mo

a)

< L2r2im +
∑

a R
2
no(Mo,im

a ) +R2
no(G). (16)

This holds when:

1. d ≪ po, so outcome models in Rd have lower
Rademacher complexity than those in Rpo ;

2. V is hard to reconstruct but easy to summarize: r2ϕ ≪
r2im because the outcome-relevant information in V lies
on a low-dimensional manifold;

3. The sufficiency gap ϵ2suff is small, i.e., the embedding
captures most outcome-relevant variation.

The trade-off is clear: CALM gains from dimensionality
reduction but pays for information loss (ϵ2suff ) and alignment
imperfection (r2ϕ), while MR-OSCAR avoids information
loss but pays the full imputation cost (r2im in Rpv ).

5.3 NEGATIVE-TRANSFER PROTECTION

Proposition 3 (Safe borrowing). Under the conditions of
Theorem 1, the pseudo-outcome ψ̂r remains unbiased for
τ r(Xr) regardless of augmentation quality (Eq. 2). When
alignment error (Lµ + Lδ)

2r2ϕ is large, Stage 4 compen-
sates by learning a correction δ̂(Xr) that captures the full
CATE from RCT data alone; consistency is preserved but
variance reduction from OS borrowing is lost. This pro-
tection is complete for CALM-Lin; for CALM-NN under
severe distributional shift, the learned encoder may distort
the embedding space.

5.4 SPECIALIZATION TO SPARSE LINEAR
MODELS

To build further intuition, we specialize CALM to a linear
setting. Let the encoders be linear projections ϕo(Xo) =
W o(Xo)⊤ and ϕr(Xr) = W r(Xr)⊤, where W o ∈
Rd×po and W r ∈ Rd×pr . Let the outcome model be linear
in the embedding: µ̃o

a(h) = β⊤
a h.

Proposition 4 (Linear embedding and imputation). Under
Gaussian covariates with V = ΛZ + ϵV and U ⊥⊥ V |
Z, the optimal linear embedding that minimizes alignment
error subject to preserving outcome-relevant information
satisfies

W r
opt = W o

(
0pz×pu Ipz

0pv×pu Λ

)
,

which is equivalent to imputing V̂ = ΛZ and then project-
ing (Z, V̂ ) through W o.

This reveals that, in the linear case, the alignment-based
approach with a d-dimensional embedding is equivalent to
imputation followed by dimensionality reduction to Rd. The
embedding approach thus strictly generalizes MR-OSCAR:

when d = po, it recovers MR-OSCAR; when d < po, it
achieves additional variance reduction through projection.

Corollary 5 (Linear CALM risk bound). Under the condi-
tions of Proposition 4, if the outcome model has sparsity s
in the embedding space and the discrepancy has sparsity sδ ,
then

∆2
2(τ̂CALM, τ

r) ≲ ∆2
2(F , τ r)︸ ︷︷ ︸
approx.

+L2
µtr(ΣV |Z)︸ ︷︷ ︸

irred. noise

+ s log d
no︸ ︷︷ ︸
OS

+ sδ log d
nr︸ ︷︷ ︸

calib.

+ sτ log pr

nr︸ ︷︷ ︸
CATE

,

where sτ is the sparsity of the CATE. Compared to MR-
OSCAR, the outcome model and calibration complexities
scale with log d instead of log po, yielding strictly tighter
rates when d≪ po.

6 PRACTICAL IMPLEMENTATION
In the linear instantiation (CALM-Lin), all components re-
duce to penalized regressions: Stage 1 fits a reduced-rank
regression (or LASSO in a PCA-reduced space) of Y on Xo

in the OS; Stage 2 constructs W r = W o
(

Ipz
Λ̂

)
, where Λ̂

is a ridge/LASSO estimate of E[V | Z], and calibrates
via LASSO on Xr; Stages 3–4 follow the standard R-
OSCAR pipeline. In the neural instantiation (CALM-NN),
the encoders ϕo and ϕr are MLPs with separate parame-
ters and per-arm outcome heads; we recommend the Z-
conditioned contrastive loss (14) for small-to-moderate nr

and MMD (13) for larger samples. Stage 1 trains on OS
data alone, Stage 2 jointly optimizes ϕr and δ̂ta with the
alignment penalty (optionally initializing ϕr from ϕo re-
stricted to shared features), Stage 4 uses LASSO on Xr for
interpretability, and all nuisance estimates are cross-fitted
overK RCT folds. The embedding dimension d controls the
bias–variance trade-off: for CALM-Lin, d is set via cross-
validated OS prediction error; for CALM-NN, d is a bot-
tleneck hyperparameter selected by cross-validated CATE
calibration error on the RCT.

7 EXPERIMENTS
We validate CALM through simulations designed to test the
predictions of Section 5.

7.1 SIMULATION DESIGN

Data-generating process.We generate paired OS and RCT
datasets as follows. Let pz = 30, pu = 10, pv = 20,
and dtrue = 5 denote the intrinsic dimension of the
outcome-relevant signal. Shared covariates are drawn as
Z ∼ N (0,ΣZZ) with AR(1) correlation (ρ = 0.5); (i) OS-
only covariates V = ΛV ZZ + ϵV , ϵV ∼ N (0, σ2

V I),
and (ii) RCT-only covariates U = ΛUZZ + ϵU , ϵU ∼
N (0, σ2

UI), are generated conditionally on Z. Outcomes
follow Y s(a) = fa(P

sX⊤) + δsa(Z) + ϵ, where P s

projects to a dtrue-dimensional subspace, fa is a nonlin-
ear function (with linear and sinusoidal variants), and δsa



captures population-specific shifts. Treatment assignment
in the OS uses a logistic model on 10 covariates; the RCT
uses πr

+1 = 0.5.

Factors varied.Each experiment varies one factor
while holding others at default values (nr = 500,
σ2
V = 1.0, dtrue = 5, linear outcome, shift

magnitude 0.5). The six factors are: imputation diffi-
culty, σ2

V ∈ {0.1, 0.25, 0.5, 1.0, 2.0} (higher σ2
V makes

V harder to predict from Z); intrinsic dimension,
dtrue ∈ {2, 3, 5, 10, 15, 20}; RCT sample size, nr ∈
{100, 250, 500, 1,000, 2,000} with no = 10,000 fixed; out-
come nonlinearity (linear, quadratic, sinusoidal); outcome
shift magnitude, ∥δra − δoa∥ ∈ {0, 0.25, 0.5, 1.0, 2.0, 5.0};
and shared covariate proportion, pz/(pz + pv) ∈
{0.3, 0.5, 0.7, 0.9}.

7.2 METHODS UNDER COMPARISON

We compare eight methods: Naive, RCT-only CATE es-
timation with no augmentation (m = 0); RACER, RCT-
only augmentation using outcome models fitted on Xr in
the RCT; SR-OSCAR [Pal et al., 2026], which borrows
from OS using only shared covariates Z (Section 3.3);
MR-OSCAR [Pal et al., 2026], imputation-based borrowing
(Section 3.3); CALM-Lin, the linear embedding version of
CALM; CALM-NN, the neural network version of CALM
(residual MLP encoders with an alignment loss); and HTCE-
T and HTCE-DR, the transfer T-learner and DR-learner of
Bica and van der Schaar [2022], respectively. For HTCE-T
and HTCE-DR, we use the shared/private encoder architec-
tures of Bica and van der Schaar [2022] and evaluate by
cross-fitting predictions over RCT folds to avoid outcome
leakage.

7.3 EVALUATION METRICS

We report the RMSE of CATE,
[
(1/nr)

∑
i:Si=r(τ̂(X

r
i )−

τ r(Xr
i ))

2
]1/2

, averaged over 20 replicates (50 for the IHDP
benchmark; Appendix C).

7.4 RESULTS: LINEAR CATE REGIME

All numbers below are mean RMSE over 20 replicates. The
baseline regime comprises 29 settings in which the CATE is
linear in the target covariates and a single mismatch factor
is varied at a time. Across these 29 settings, the lowest
mean RMSE is achieved by RACER in 11, CALM-Lin in 9,
MR-OSCAR in 6, SR-OSCAR in 2, and HTCE-T in 1. All
four calibration-based methods (RACER, SR-OSCAR, MR-
OSCAR, CALM-Lin) are effectively indistinguishable in this
regime: pairwise differences in mean RMSE are below 10−3,
and which method achieves the argmin depends on the factor
varied. Table 1 reports representative values.

Imputation difficulty (Figure 2a).As σ2
V increases, all

calibration-based methods degrade together. The argmin
shifts with the noise level: RACER is best at σ2

V ∈
{0.1, 0.5, 2.0} (RMSE 0.76, 0.91, and 1.45), CALM-Lin
at σ2

V = 0.25 (0.83), and MR-OSCAR at σ2
V = 1.0 (1.03).

Table 1: Mean RMSE across imputation difficulty (σ2
V , linear

outcome) and outcome nonlinearity (σ2
V = 1.0), averaged over 20

replicates. Bold: lowest per column.

Imputation difficulty (σ2
V ) Outcome

Method 0.1 0.5 1.0 2.0 Quad. Sin.

Naive 1.16 1.22 1.30 1.65 1.70 1.29
Calib. group† 0.76 0.91 1.03 1.45 1.45 1.06
CALM-NN 0.88 1.02 1.18 1.59 1.54 1.15
HTCE-T 1.15 1.28 1.45 1.93 1.81 1.43
HTCE-DR 1.17 1.36 1.48 1.98 1.92 1.50
†RACER, SR-OSCAR, MR-OSCAR, CALM-Lin: single representative; pairwise ∆RMSE<10−3.

CALM-NN is consistently above the calibration-based meth-
ods in this linear-CATE setting.

Intrinsic dimension and shared proportion (Appendix C).
No single method dominates as dtrue varies; the winner al-
ternates among RACER (dtrue ∈ {2, 15}), SR-OSCAR (10
and 20), MR-OSCAR (3), and CALM-Lin (5), with small
gaps throughout. Similarly, as the shared covariate propor-
tion increases, all methods improve and the identity of the
best calibration-based method shifts: CALM-Lin at low and
moderate overlap (0.3 and 0.5), MR-OSCAR at intermediate
overlap (0.7), and RACER at high overlap (0.9).

RCT sample size (Appendix C).At nr = 100 (baseline
linear-CATE regime), HTCE-T yields the lowest RMSE
(2.84), while the OS-borrowing calibration variants (SR-
OSCAR, MR-OSCAR, CALM-Lin) can be unstable. For
nr ≥ 250 the calibration-based methods converge; at
nr = 2,000, RACER, SR-OSCAR, MR-OSCAR, and CALM-
Lin all achieve RMSE ≈ 0.53.

Outcome nonlinearity and negative transfer (Figures 5, 7
in Appendix C).Under outcome nonlinearity, RACER is
best for linear outcomes (RMSE 1.15), CALM-Lin for
quadratic (1.45), and MR-OSCAR for sinusoidal (1.06);
CALM-NN does not improve over the strongest linear base-
lines here. Under increasing outcome shift, calibration-
based methods remain stable (e.g., RMSE ≈ 1.11 for CALM-
Lin at shift 5.0), whereas Naive inflates to 3.84 and HTCE-T
to 3.32. CALM-NN is less robust at extreme shift (RMSE
2.25 at shift 5.0), consistent with the limitation that the
alignment objective can distort the learned representation
when the domain gap is large.

7.5 RESULTS: NONLINEAR-CATE REGIME

We next consider a regime in which the CATE is nonlinear
in the target covariates. We modify the DGP so that the
outcome-relevant signal is mediated entirely by V through
shared latent factors: U and V share a 5-dimensional latent
factor H (scale 2.0 in both measurement models, σ2

V =
σ2
U = 0.1), and the outcome depends only on V (signal

weights wZ = wU = 0, wV = 2). The CATE takes a
nonlinear sinusoidal form with frequency parameter ω, so
that τ r(Xr) is nonlinear after marginalization over V . This
regime, comprising 22 settings across the sweeps described
below, is not included in the baseline grid. CALM-NN attains
the lowest mean RMSE in all 22 settings, with margins
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Figure 2: RMSE of CATE estimation across three experimental sweeps. Mean over 20 replicates. In all panels, the blue band groups
four calibration-based methods (RACER, SR-OSCAR, MR-OSCAR, CALM-Lin) whose RMSEs are nearly identical; the band spans their
min–max envelopes (mean ± SE). Individual lines show the remaining methods. (a) nr = 500, no = 10,000, dtrue = 5, linear outcome.
(b) Shared-latent DGP where Xr carries information about V beyond Z; CALM-NN separates from the calibration group as ω increases.
(c) Nonlinear-CATE regime: CALM-NN maintains RMSE below 0.8 even at nr = 100, where calibration-based methods exceed 5.3.

ranging from 0.09 to 4.53.

Treatment-effect frequency (Figure 2b).Across ω ∈
{0.5, 1.0, 1.5, 2.0}, CALM-NN attains the lowest RMSE
in all four settings. At ω = 1.5, CALM-NN achieves RMSE
0.71 compared with 1.16 for CALM-Lin; at ω = 2.0, RMSE
is 0.72 versus 1.19 for the best calibration-based method,
a 39% reduction. This confirms the regime predicted by
Corollary 2: when outcome-relevant information is low-
dimensional and the CATE is nonlinear, learned embeddings
outperform imputation-based approaches.

Robustness to signal routing and CATE functional form
(Appendix C).To test whether the advantage depends on the
outcome signal being routed entirely through unobserved
covariates V , we vary the shared-covariate signal weight
wZ ∈ {0, 0.5, 1.0, 1.5, 2.0} while holdingwV = 2 and ω =
1.5. CALM-NN wins all 5 settings with margins of 0.45–
0.59 over calibration-based methods, and the advantage
does not diminish as wZ increases (RMSE 0.62 vs. 1.12 at
wZ = 2). This indicates that the gain stems from the ability
to model nonlinear CATEs, not from exploiting V -specific
information inaccessible to imputation-based approaches.
The advantage also generalizes across CATE functional
forms (absolute-value, quadratic; Figure 10).

Sample efficiency (Figure 2c).We vary nr ∈
{100, 200, 500, 1000, 2000} within the nonlinear-CATE
DGP (ω = 1.5, wZ = 0). CALM-NN maintains RMSE
in the range 0.51–0.79 across all sample sizes, whereas
calibration-based methods degrade sharply at small nr:
RMSE 5.32 at nr = 100 compared with 0.79 for CALM-
NN. Even at nr = 2,000, CALM-NN retains a modest
advantage (0.51 vs. 0.60). This stability arises because
CALM-NN uses 10,000 OS samples for representation
learning, making the quality of the learned features largely
independent of RCT sample size.

Latent coupling strength (Appendix C).We vary αU ∈
{0.5, 1.0, 2.0, 3.0, 4.0}, controlling how much U encodes
information about V through the shared latent. The largest
margin appears at αU = 0.5 (RMSE 0.57 vs. 1.58); as cou-
pling increases, calibration-based methods improve (from

1.58 to 1.27) while CALM-NN slightly increases (0.57 to
0.87), but CALM-NN remains the best method throughout.
This pattern is consistent with the theory: when the latent
channel is narrow, imputation is difficult and the nonlinear
encoder has a greater relative advantage.

8 DISCUSSION
The experiments reveal two distinct regimes. In the base-
line regime (29 settings, linear CATEs), calibration-based
methods are effectively indistinguishable: margins are be-
low 10−3 RMSE, and the 95% confidence interval for the
gap between the best and the runner-up excludes zero in
none of these settings. This validates the calibration mecha-
nism as the dominant factor; once calibration is applied,
the choice of OS-borrowing strategy has negligible im-
pact. In the nonlinear-CATE regime (22 settings), CALM-
NN wins all 22, with the advantage most pronounced at
small nr (where OS-learned representations compensate
for limited RCT data), persistent across three CATE func-
tional forms, and robust to shared-covariate signal strength.
HTCE-T and HTCE-DR, which also employ neural net-
works and both data sources, do not achieve competitive
performance in either regime, confirming that the advan-
tage derives from CALM’s calibration-plus-alignment ap-
proach rather than neural-network flexibility alone. A semi-
synthetic benchmark using IHDP covariates [Hill, 2011]
confirms calibration-based equivalence: all four calibration
methods achieve RMSE ≈ 0.205, with CALM-NN at 0.23
(Appendix C, Figure 11).

9 CONCLUSION
CALM shows that CATE estimation under covariate mis-
match requires only a shared representation supporting out-
come prediction and calibration, not full reconstruction
of missing covariates. Our risk bounds decompose the er-
ror into alignment, sufficiency, complexity, and calibration
terms, revealing when embedding alignment outperforms
imputation; experiments confirm these predictions. Limita-
tions include the unobservability of the alignment quality r2ϕ
in practice, reliance on Lipschitz conditions, and incomplete
negative-transfer protection for CALM-NN under severe dis-



tributional shift. Natural extensions include multi-source
settings [Mansour et al., 2008], formal inference via de-
biased ML [Chernozhukov et al., 2018], and real-world
clinical applications [Heerman et al., 2024, Karlsson et al.,
2025].
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Supplementary Material

A PROOFS
Proof of Theorem 1. We decompose the error in three steps: the CATE calibration layer, the augmentation error, and the
assembly.
Step 1 (CATE calibration layer). By the pseudo-outcome regression framework (Asiaee et al. [2023], Theorem 6), the CATE
estimation error satisfies

∆2
2(τ̂CALM, τ

r) ≤ ∆2
2(F , τ r) + C1

(
1 +

∑
a ∆

2
2,r

(
µ̂cal
a , µ̄r

a

))
R2

nr (F) + C2
log(1/γ)

nr , (17)

where µ̄r
a(x

r) = E[µr
a(X) | Xr = xr, S = r] is the RCT outcome mean marginalized over V , and µ̂cal

a (xr) =

µ̂o
a(ϕ̂

r(xr)) + δ̂ta(ϕ̂
r(xr)) is the calibrated prediction from Stage 2. The first term is the approximation error of F ; the

second captures how the quality of the CMO estimate amplifies the CATE estimation error. Cross-fitting ensures that the
nuisance estimates µ̂cal

a are independent of the pseudo-outcome regression sample, allowing us to bound the stochastic term
via Rademacher complexity and a concentration inequality.
Step 2 (Augmentation error decomposition). The per-arm augmentation error ∆2

2,r

(
µ̂cal
a , µ̄r

a

)
is further decomposed into four

terms. For any RCT unit with covariates xr, let v∗ ∼ P (V | Xr = xr, S = r) denote the (unobserved) OS-only covariate.

µ̂cal
a (xr)− µ̄r

a(x
r) = µ̂o

a(ϕ̂
r) + δ̂ta(ϕ̂

r)− µ̃r
a(ϕ̂

r)︸ ︷︷ ︸
(I): estimation

+ µ̃r
a(ϕ̂

r)− µ̃r
a(ϕ̂

o(xo,∗))︸ ︷︷ ︸
(II): alignment

+ µ̃r
a(ϕ̂

o(xo,∗))− µr
a(x

r,v∗)︸ ︷︷ ︸
(III): sufficiency

+µr
a(x

r,v∗)− µ̄r
a(x

r)︸ ︷︷ ︸
(IV): marginalization

,

where ϕ̂r = ϕ̂r(xr) is shorthand.

Term (I): By cross-fitting, µ̂o
a is estimated on independent OS data and δ̂ta on independent RCT data. Standard empirical

process arguments (e.g., Bartlett and Mendelson [2006], Wainwright [2019]) bound E[(µ̂o
a(h) + δ̂ta(h) − µ̃r

a(h))
2] ≤

C(R2
no(Mo

a) +R2
nr (Da)) uniformly over the support of the embeddings.

Term (II): By Assumption 3, µ̃r
a = µ̃o

a + δa. Both µ̃o
a and δa are Lipschitz (Assumption 4), so

|µ̃r
a(ϕ̂

r)− µ̃r
a(ϕ̂

o(xo,∗))| ≤ (Lµ+Lδ)∥ϕ̂r−ϕ̂o(xo,∗)∥.
Squaring and taking expectations yields the alignment term (Lµ + Lδ)

2r2ϕ.
Term (III): By the triangle inequality,∣∣µ̃r

a(ϕ̂
o(xo,∗))− µr

a(x
r,v∗)

∣∣ ≤ ∣∣µ̃r
a(ϕ̂

o(xo,∗))− µ̃r
a(ϕ̂

r)
∣∣+ ∣∣µ̃r

a(ϕ̂
r)− µr

a(x
r,v∗)

∣∣.
The first term is bounded by (Lµ +Lδ)∥ϕ̂r(xr)− ϕ̂o(xo,∗)∥ by Lipschitzness (Assumption 4). The second term is bounded
by ϵ2suff by Assumption 2 with s = r (since ϕr is evaluated on RCT units). Squaring and taking expectations yields a bound
of order ϵ2suff + (Lµ + Lδ)

2r2ϕ.

Term (IV): By Jensen’s inequality, E[(µr
a(x

r,v∗) − µ̄r
a(x

r))2 | Xr = xr, S = r] = Var(µr
a(X) | Xr = xr, S = r).

Since the CATE target already marginalizes over V (Eq. 1), this variance enters the irreducible error and does not affect the
estimation bound.
Combining Terms (I)–(III) via the Cauchy–Schwarz inequality:

∆2
2,r

(
µ̂cal
a , µ̄r

a

)
≤ C

[
ϵ2suff + (Lµ + Lδ)

2r2ϕ +R2
no(Mo

a) +R2
nr (Da)

]
. (18)

Step 3 (Assembly). Substituting (18) into (17), absorbing the multiplicative factor into constants, and summing over arms
yields (15). The log(1/γ)/nr term arises from a union bound and Bernstein-type concentration applied to the empirical
process in the CATE calibration stage.



B ALIGNMENT OBJECTIVE DETAILS

Throughout this section we write wo
j = ϕ̂o(Xo

j ) for the frozen OS embeddings and wr
i = ϕr(Xr

i ) for the learnable RCT
embeddings, both in Rd.

B.1 DISTRIBUTION-MATCHING ALIGNMENT (MMD)

Instantiating (13) with the Gaussian RBF kernel k(w,w′) = exp
(
−∥w −w′∥2/(2σ2)

)
and expanding the squared RKHS

norm yields the unbiased U-statistic estimate

LMMD =
1

no(no−1)

∑
j,j′∈OS
j ̸=j′

exp
(
−
∥wo

j −wo
j′∥2

2σ2

)
− 2

nonr

∑
j∈OS

∑
i∈RCT

exp
(
−
∥wo

j −wr
i ∥2

2σ2

)
(19)

+
1

nr(nr−1)

∑
i,i′∈RCT

i̸=i′

exp
(
−∥wr

i −wr
i′∥2

2σ2

)
.

The bandwidth σ is set via the median heuristic: σ =
√
median{∥wi −wj∥2 : i ̸= j}, computed over the pooled embed-

dings from both sources [Gretton et al., 2012]. Since ϕ̂o is frozen, only the cross-term and the RCT–RCT term contribute
gradients with respect to ϕr.

B.2 Z-CONDITIONED CONTRASTIVE ALIGNMENT

The contrastive loss (14) pairs each RCT unit i with its OS neighbours Ni = {j ∈ OS : ∥Zj −Zi∥ ≤ ε} in shared-covariate
space and penalizes the squared embedding distance:

Lcontr =
1

nr

∑
i∈RCT

1

|Ni|
∑
j∈Ni

∥wo
j −wr

i ∥2. (20)

This objective is already in closed form; the neighbourhood radius ε trades off bias (large ε matches dissimilar units) against
variance (small ε yields few or no neighbours).

B.3 ADVERSARIAL DOMAIN ALIGNMENT

Following Ganin et al. [2016], we introduce a domain discriminator gω : Rd → [0, 1] trained to distinguish OS from
RCT embeddings, while the RCT encoder ϕr is trained to fool it. Let sj = 1 for OS units and si = 0 for RCT units. The
adversarial alignment objective is

Ladv = − 1

no

∑
j∈OS

log gω(w
o
j )−

1

nr

∑
i∈RCT

log
(
1− gω(w

r
i )
)
, (21)

which is maximized over ω and minimized over ϕr via a gradient reversal layer [Ganin et al., 2016]. At the minimax
equilibrium, gω ≡ 1/2, implying that the embedding distributions are indistinguishable. We do not use adversarial alignment
in our experiments because (i) it introduces a second network and alternating optimization, making training less stable, and
(ii) preliminary runs showed no improvement over the simpler MMD objective; we include it here for completeness.

B.4 IMPLEMENTATION NOTES

In our CALM-NN implementation, we use the MMD objective (19) as the default alignment loss (align_mode = mmd).
We additionally implement a conditional-mean alignment variant (align_mode = cond_mean), which fits a ridge
regression Z 7→ E[ϕ̂o(Z,V ) | Z] on the OS and uses the predicted embeddings as alignment targets for ϕr:

Lcond =
1

nr

∑
i∈RCT

∥∥wr
i − ĥ(Zi)

∥∥2, ĥ = argmin
h∈Hridge

1

no

∑
j∈OS

∥h(Zj)−wo
j∥2 + α∥h∥2. (22)

This variant avoids kernel bandwidth selection and is computationally cheaper but assumes a linear relationship between Z
and the OS embeddings. The alignment weight λ is annealed during Stage 2 training: held constant for the first 60% of
epochs, then linearly decayed to 0.2λ over the remaining 40%.

C ADDITIONAL EXPERIMENTAL RESULTS
C.1 BASELINE REGIME

This subsection reports additional sweeps from the baseline (linear-CATE) regime described in Section 7. The DGP uses
pz = 30, pu = 10, pv = 20, linear outcomes, and default parameters nr = 500, no = 10,000, σ2

V = 1.0, dtrue = 5, shift
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Figure 3: RMSE of CATE estimation as a function of intrinsic dimension dtrue, with σ2
V = 1.0, nr = 500, and linear outcome model.

Mean over 20 replicates. Blue band: calibration-group envelope (see Figure 2 caption). No single method dominates uniformly across
intrinsic dimensions.

magnitude 0.5. Each figure varies one factor while holding the rest at defaults. Mean RMSE is computed over 20 replicates.
Across all settings, the four calibration-based methods (RACER, SR-OSCAR, MR-OSCAR, CALM-Lin) remain effectively
indistinguishable (pairwise RMSE differences below 10−3).

C.2 NONLINEAR-CATE REGIME

This subsection provides additional sweeps from the nonlinear-CATE regime described in Section 7.5. The DGP uses
a shared-latent structure: U and V share a 5-dimensional latent factor (σ2

V = σ2
U = 0.1), outcomes depend only on V

(wZ = wU = 0, wV = 2), and the CATE takes a sinusoidal form with frequency ω. Mean RMSE is computed over 20
replicates. CALM-NN attains the lowest RMSE in all settings reported here.
Under absolute-value CATEs, CALM-NN achieves RMSE 2.41 versus 2.86 for the best calibration-based method (margin
0.45); under quadratic CATEs, 15.60 versus 18.83 (margin 3.23). The quadratic form is difficult for all methods due to the
unbounded square function, but CALM-NN still attains the lowest RMSE (sinusoidal: 0.63 vs. 1.18, margin 0.55).

C.3 SEMI-SYNTHETIC BENCHMARK

We construct a semi-synthetic benchmark from the IHDP dataset [Hill, 2011], splitting covariates into Z, U , and V and
bootstrap-sampling units to form OS and RCT datasets. Outcomes follow a structural model with a treatment effect τ(Xr)
and an RCT-only shift δra(Z) to induce domain mismatch. All eight methods from Section 7 are evaluated over 50 replicates.
Results confirm the calibration-based equivalence observed in the linear-CATE simulations: all four calibration methods
achieve RMSE ≈ 0.205, with CALM-NN at 0.23 (Figure 11).
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Figure 4: RMSE of CATE estimation as a function of RCT sample size nr , with no = 10,000 fixed, σ2
V = 1.0, dtrue = 5, and linear

outcome model. Mean over 20 replicates. Blue band: calibration-group envelope (see Figure 2 caption). HTCE methods perform best at
the smallest nr , while calibration-based methods converge as nr grows.
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Figure 5: RMSE across outcome model types (linear, quadratic, sinusoidal), with σ2
V = 1.0, nr = 500, dtrue = 5. Bars show mean

RMSE over 20 replicates. The best method depends on the outcome type.
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Figure 6: RMSE as a function of shared covariate proportion pz/(pz + pv), with σ2
V = 1.0, nr = 500, dtrue = 5, and linear outcome

model. Mean over 20 replicates. Blue band: calibration-group envelope (see Figure 2 caption). Performance improves as shared proportion
increases and the mismatch problem weakens.
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Figure 7: RMSE under increasing outcome shift between OS and RCT, with σ2
V = 1.0, nr = 500, and linear outcome model. Mean over

20 replicates. Blue band: calibration-group envelope (see Figure 2 caption). Calibration-based methods remain stable under shift, while
Naive and HTCE methods inflate under large shift.
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Figure 8: RMSE as a function of shared-covariate signal weight wZ , with wV = 2, ω = 1.5, and the nonlinear-CATE DGP. Mean over
20 replicates. Blue band: calibration-group envelope (see Figure 2 caption). CALM-NN’s advantage persists even when Z contributes
substantially to the outcome signal.
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Figure 9: RMSE as a function of latent coupling strength αU , which controls how much U encodes information about V through shared
latent factors. Nonlinear-CATE DGP with ω = 1.5, wZ = 0. Mean over 20 replicates. Blue band: calibration-group envelope (see
Figure 2 caption).
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Figure 10: RMSE across three nonlinear CATE functional forms (sinusoidal, quadratic, absolute value) in the nonlinear-CATE DGP
(ω = 1.5, wZ = 0). Bars show mean RMSE over 20 replicates. CALM-NN (dark green) achieves the lowest RMSE across all three forms.
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Figure 11: Semi-synthetic benchmark using IHDP covariates: mean RMSE of CATE estimation over 50 replicates (error bars: ±1 SE).
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